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•  High-end uniprocessors 
–  diminishing returns from complexity 
–  wire vs transistor delays 

•  Multi-core processors 
–  cut-and-paste 
–  simple way to deliver more MIPS 

•  Moore’s Law 
–  more transistors 
–  more cores 

… but what about the software? 
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•  General-purpose parallelization 
–  an unsolved problem 
–  the ‘Holy Grail’ of computer science for half a 

century? 
–  but imperative in the many-core world 

•  Once solved 
–  few complex cores, or many simple cores? 
–  simple cores win hands-down on power-efficiency! 
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•  CPU-memory gap 
–  processor speed 

is increasing 
faster than 
memory speed 

–  processor may 
spend up to 
70% of 
execution time 
waiting for 
memory 
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•  Increased 
integration 
–  Moore’s Law 

•  number of 
transistors on a 
chip is doubling 
every 18 months 

–  using all transistors 
effectively is 
becoming an 
increasingly difficult 
design problem 
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•  Wire delay 
limitation 
–  transistor 

shrinkage leads to 
increased wire 
delay times 

–  in a billion 
transistor chip 
< 20% of the chip 
is reachable in a 
single clock 
cycle 
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•  Memory delay 
–  memory latency 

hidden by switching 
threads on a 
memory delay 

–  throughput is 
further increased as 
multiple hreads can 
be running on 
multiple cores 



8 Lecture 10 COMP32111 

•  Increased 
integration 
–  design complexity is 

reduced by repetition of 
components 

–  future generations of the 
same architecture can 
be enhanced by simply 
adding more cores 
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•  Wire delay 
limitation 
–  clock propagation can be 

minimised by spatial 
locality of tightly coupled 
components 

–  in this manner any cross 
chip communication will 
always go through a bus or 
delay insensitive network 
which can tolerate slower 
frequencies 
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•  Java Machine 
Integrated Circuit 
Architecture 
–  1 – 32 multithreaded 

cores  
•  with up to 8 contexts 

–  private L1 I and D 
caches 

–  split-transaction bus 
to shared L2 cache 

–  connected via token 
ring 
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•  Imagine… 
– a limitless supply of (free) processors 
–  load-balancing is irrelevant 
– all that matters is: 

•  the energy used to perform a computation 
•  formulating the problem to avoid synchronisation 
•  abandoning determinism 

•  How might such systems work? 
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•  Multi-core CPU node 
–  18 ARM9 processors 
–  to model large-scale 

systems of spiking 
neurons 

•  Scalable up to systems 
with 10,000s of nodes 
–  over a million processor 
–  50-100kW 
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•  clocked IP 
blocks 

•  self-timed 
interconnect 

•  self-timed inter-
chip links 



15 

Mobile 
DDR 
SDRAM 
interface 
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Multi-chip 
packaging by 

UNISEM Europe 
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FPG
A 

FPG
A 

FPG
A 

2x 3.1 Gbps SATA links 

3-board basic unit: 
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103 machine: 864 cores, 1 PCB, 75W  104 machine:10,368 cores, 1 rack, 900W 
    (NB 12 PCBs for operation without aircon)  

105 m/c: 103,680 cores, 1 cabinet, 9kW  
106 m/c: 1M cores, 10 cabs, 90kW  
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•  18-core CPU 
•  16 application 
•  1 OS 
•  1 spare 
•  clearly copied from 

SpiNNaker! 
•  200 GFLOPS 
•  55 W 
•  Sequoia HPC: 

•  20 petaFLOPS 
•  6.6 MW 
•  3 GFLOPS/W 
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•  Technologies to consider: 
– Networks-on-Chip 

•  to deliver interconnect flexibility and 
performance 

•  GALS? (self-timed interconnect) 
– Chip multiprocessors 

•  to deliver more throughput at low design cost 
– Reconfigurability 

•  to maximise performance/efficiency 
•  to maximise addressable market 

– 3D packaging 


